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Abstract

Vision-language models are increasingly used
as reward functions for robotic learning, but
this role requires paraphrase invariance: the
same trajectory should receive the same re-
ward under semantically equivalent goal de-
scriptions. We show that current VLM re-
ward models often violate this property. Para-
phrasing the instruction alone can substan-
tially change predicted progress scores, and
can even flip identical robot behavior between
failure and success. To measure this fail-
ure mode, we introduce ROBORMBENCH, a
benchmark with 2,390 real-robot trajectories,
ground-truth progress labels, and 21,673 ver-
ified paraphrases spanning lexical, syntactic,
and action-goal rewrites. Across proprietary
and open-source VLMs, paraphrase-induced
instability is widespread and severe, grows un-
der more divergent rewrites, and is not reliably
reduced by scale or explicit reasoning. Ded-
icated reward models trained with trajectory-
grounded supervision are substantially more
stable. These results show that paraphrase
robustness is a core requirement for reliable
VLM-based reward modeling in robotics.

1 Introduction

Natural language is becoming a scalable interface
for specifying robotic objectives. Recent work
uses vision-language models (VLMs) as reward
functions, mapping a robot trajectory and a tex-
tual goal to a scalar estimate of task progress (Du
et al., 2023; Baumli et al., 2023; Wang et al., 2024;
Lee et al., 2026). Unlike binary success detec-
tors, scalar progress estimates can provide graded
feedback about partial task completion, making
them useful as learned rewards for policy optimiza-
tion (Liang et al., 2026; Lee et al., 2026). This
approach reduces the need for hand-engineered re-
ward functions or dense human supervision: a user
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Inst.①: Pick radish, then place in pink bowl.

Inst.②: After picking radish, place in pink bowl.
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Figure 1: Contradictory reward predictions under
paraphrased task descriptions. Two semantically
equivalent instructions (“Pick radish, then place in pink
bowl” and “After picking radish, place in pink bowl”)
are evaluated on identical trajectories. Despite identical
visual input and task intent, the reward model assigns
opposite scores (e.g., 1 vs. 5), flipping between failure
and success.

can specify a goal such as “place the radish in the
pink bowl”, and the model can evaluate progress
directly from visual trajectory observations.

As VLM-based rewards are used more directly
in robotic learning, their sensitivity to language
becomes more consequential. In reinforcement
learning, reward predictions determine which tra-
jectories are reinforced during exploration and pol-
icy improvement (Sutton et al., 1998; Christiano
et al., 2017). If a reward model assigns different re-
wards to the same robot behavior under equivalent
task descriptions, the learner receives conflicting
signals about what constitutes progress. This can
slow policy improvement, encourage the selection
of suboptimal trajectories, and, when such differ-
ences persist across trajectories, drive optimization
toward wording artifacts rather than the intended
task objective (Pan et al., 2022; Gao et al., 2023).

However, we find that current VLM-based robot
reward models can be brittle to even small changes
in task wording. As illustrated in Figure 1, a
meaning-preserving rewrite of the instruction, with
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